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3-Tier Telemetry Stack

• Facility meters
• Real power and current per circuit (ABB breakers).
• Read every 5 seconds, archived as 1-minute averages.

• Onboard meters
• Per-GPU power from NVIDIA DCGM, updated every 100 ms.

• 10 kHz meters on the power distribution unit (PDU) feeds:
• Current on each PDU feed, with voltage from the panel main feed. 
• Two PDUs per rack, with 9–10 nodes of 4 NVIDIA H100 GPUs each (36–40 

GPUs per rack).
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What do 10 kHz meters reveal 
for GPU workloads?
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Onboard GPU meters

10 kHz meters

16-GPU training job paused (SIGSTOP), held ~60 s, resumed (SIGCONT)



Onboard GPU meters

10 kHz meters

-37 kW/s

42 kW/s

-390 kW/s

820 kW/s

Real ramp rates are faster by an order of magnitude
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One-Rack Training

Llama 3.1 8B pretraining, 32 GPUs on one rack

time from ramp start (ms)
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Two-Rack Training

Llama 3.1 8B pretraining, 64 GPUs total, 32 GPUs on each rack

time from ramp start (ms)
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One-Rack Inference: Chunked Prefill

Inkling (975B MoE), 36 GPUs: each tooth is one 8192-token prefill chunk

time from ramp start (ms)
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One-Rack Inference Prefill: Different Models

Four different models, each hit with a burst of prompts
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One-Rack Inference Prefill: Different Models

The same bursts, as the GPUs’ own meters report them
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Llama 3.1 8B Training (TP4/DP8): Rack vs Panel MAIN

This job is ~10% of the panel MAIN’s current, and its all-reduce dip still shows
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Llama 3.1 8B Training (TP4/DP8): Rack vs Panel MAIN

The job’s comb lines also appear in the panel MAIN’s power spectral density (PSD)
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Llama 3.1 8B Training (TP4/DP10)
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All comb frequencies are above the Nyquist frequency of DCGM meters
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What do 10 kHz meters reveal for GPU workloads?

• Power oscillates faster than 10 Hz onboard meters can resolve

• Real ramp rates are an order of magnitude faster than DCGM 
shows

• Racks running the same training job ramp in lockstep

• One rack’s signature is visible at the panel main

• Chunked inference prefill produces periodic power swings
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Thank you! Questions?
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